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Abstract. This paper describes the interface between an application
and the core module of the Dinopolis distributed object framework. It
shows the advantages of using dynamic proxies for all objects that are
passed from the core of the system to the application and why special
care has to be taken for objects that are passed from the application to
the core. It is shown that loss of performance that seems to be the major
drawback of dynamic proxies can be neglected compared to the advan-
tages their usage has. Further, mechanisms are compared that allow the
distributed system to identify the issuer of the call inside the distributed
system to perform security checks or similar actions that are based on
the identity of this entity.

1 Introduction

The Dinopolis® distributed object framework is an open source, Java framework
that allows to build highly distributed applications. Development started in 1997
[1] and an intermediate version was presented at the CeBit in Hannover in 1999.
Since then, several researchers at the German Aerospace Center (DLR) and at
the IICM have been working on a Dinopolis based Medical Telematic Plattform
(MTP) [2,3].

The Dinopolis system is designed to be highly modular. This paper concen-
trates on the interface between applications that use the Dinopolis framework
and the Dinopolis core modules (also called the Dinopolis kernel). It describes
the usage of Java dynamic proxies for this purpose and discusses when they are
needed.

For further details about the core functionality of Dinopolis, please see [3].
Every application that uses the distributed features of the Dinopolis framework
can be seen as one node in the Dinopolis network. From the network’s point of
view, clients and servers cannot be distinguished anymore. Every node serves as
client and as server.

Additionally, most applications use resources from the local system as well
(e.g. the local filesystem, locally installed databases, etc.). Therefore a typical
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Dinopolis application is distributed on the local and on arbitrary many other
Dinopolis nodes.

As in every network based system, security (authentication and authoriza-
tion) plays an important role. This paper describes the basic mechanisms, how
Dinopolis applications communicate with the Dinopolis kernel and how these
calls may be intercepted to implement security checks, account information
checks, logging, etc. and how the Dinopolis kernel retrieves the information it
needs to perform these checks using dynamic proxies and execution contexts.

2 Motivation

A large distributed object system may be compared to a modern operating sys-
tem: the core modules can be compared to the system’s kernel and applications
are running in the non privileged user space, but nevertheless access different
kernel functionality [4].

1968 Dijkstra elegantly organized the "THE’ operating system in software
layers, each one constructed upon the one below it [5,4].

The internal architecture of the Dinopolis distributed object system is similar
to an operating system: Different layers are responsible for different functional-
ity in the system. For the mechanisms described in this paper, it is enough to
distinguish between the two major layers: the user layer where applications that
use the distributed object system are situated and the kernel layer where the
core functionality of the distributed system is located.

Like an operating system, the distributed object system needs the possibility
to intercept any calls from user space to kernel space. The main reason for this
surely is security. It has to be ensured that applications or users gain access
to data only in accordance with the system’s security policy. Whereas security
might be the most important reason, other things might matter as well: logging,
collecting information for accounting, etc.

So a general solution that inserts a thin middle-layer inbetween the user space
layer and the kernel space layer is needed. This middle-layer (from now on called
the kernel access layer) has to be able to intercept all calls from the user space to
any objects in the kernel space, to identify the entity (user or application) that
issued the call, and to identify the target object of the call. The last requirement
is easily fulfilled in object oriented programming languages, as the target is equal
to the object a method is invoked on. So the main problems are to intercept and
to redirect the invocation and to identify the issuer of the call.

The issuer could either be an individual, a corporation, the application, or
some other entity, depending on the security rules of the system. In general, this
entity is called the principal. For the mechanism described here, the type of the
principal does not make any difference.



3 (Dynamic) Proxies

According to Gamma [6] a proxy provides “a surrogate or placeholder for another
object to control access to it”. This definition fits perfectly the need to intercept
calls traversing the line from user space to kernel space. If objects that were
created in the kernel space are wrapped into a proxy before they are handed to
the application in the user space, all method invocations on these proxies could
be intercepted, redirected to the security-, logging-, accounting-, or any other
module before potentially executed on the target object. It is said "potentially’,
because the intercepting module might not allow the execution due to insufficient
rights or account balance. Figure 1 shows the relations of the application, the
protecting proxy and the kernel object.
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Fig. 1. A protecting proxy informs other modules about a method invocation before
(eventually) forwarding the request to the “proxied” object.

Gamma states in [6] that the “Choices” operating system [7] already used
this technique to provide protected access to operating system objects. So the
idea to use a proxy for this purpose is not new at all. But using a static proxy
has a couple of severe drawbacks. This becomes clear when the creation process
of proxy objects is discussed in detail.

There are different possibilities to implement a proxy for a given class: The
general approach that works in all object oriented programming languages is to
create a sub class that overwrites all methods from this class. The Replacement
of an object with its proxy is completely transparent for the application that
uses the object or the object’s interface(s).

Depending on the programming language, there are other approaches as well
(like overloading the operator-> in C++) [6]).

In any case, using proxies for all objects that are passed from kernel to user
space implies that for every class that is passed on, a proxy class has to exist. The
creation of these proxy classes could be done with a pre-processor or manually,
but whichever method is used, it needs extra effort, is error prone, and most
important, has to be done at compile time!



The solution to this problem is the use of Dynamic Prozies. A dynamic proxy
is created at runtime and can basically mimic any interface(s). It is therefore
perfect for the purpose of wrapping (almost) arbitrary objects that are passed
from kernel space to user space.

The term “dynamic proxy” seems to be introduced by Sun in Java 1.3 [8],
although the technique was pioneered by ObjectSpace’s Voyager [11]. But the
dynamic proxy concept is not limited to Java alone. Smalltalk provides the
doesNotUnderstand hook [6] that may be used for a similar purpose. The .NET
framework uses the classes RealProxy and TransparentProxy basically for ac-
cessing objects remotely [9], but extending this class provides the same general
functionality as the Java approach does [10].

In Java, the dynamic proxy facility allows to create proxy objects for a given
set of interfaces on the fly. Any method calls on the proxy are forwarded to its
invocation handler that may intercept the call, add functionality, etc. Therefore
the decision to create a proxy for an object or not, does not have to be taken at
compile time [8,12].

The Dinopolis distributed object system uses dynamic proxies to wrap all ob-
jects that are passed from kernel space to user space (and vice versa as explained
later), so the kernel access layer is able to intercept any calls when needed.

3.1 Performance

The flexibility of dynamic proxies is paid with performance. Langer states in
[11] a performance loss in JDK1.3 of factor 50 to about 150 comparing a static
method call to a call to a method of a dynamic proxy. The latter factor results
from the use of the Just In Time (JIT) compiler of the Java Virtual Machine
(JVM). Our measures did not show that dramatic losses, but still dynamic prox-
ies slow down the execution of a method by a factor of 10 (JDK1.4, JIT).

Table 1 compares execution times of a “normal” method call to a method call
on a dynamic proxy. The time spent in the method body was kept as short as
possible (adding two integers), so the influence of this time was minimized. Both
method calls were executed 1000000 times and the time measurement was done
by the use of the System.currentTimeMillis() method. The experiment was
repeated to find a statistical average of the values. The test was run on a Linux
PC (Pentium IIT, 500MHz) using JDK1.3.1_07 and JDK1.4.1-b21. As a reference,
the test was repeated on a Sun Ultra Sparc workstation using JDK1.4.0_.01-b03.
The differences between the Linux PC and the Sun workstation were only in
absolute numbers, the factor stayed the same. Both modes of the Virtual Machine
(VM), the interpreted and the mixed mode (using a JIT) were examined.

The usage of the Just In Time compiler clearly speeds up the execution of
the program and decreases the factor between the method call and the dynamic
method call.

A performance factor of 10 seems a lot, but on closer investigation, it shows
that the time spent in method invocation does not really change the overall per-
formance in a system that uses the interception possibilities of dynamic proxies
for complex operations, like security checks, logging, etc. The performance loss



method call|dynamic call|factor
JDK1.4 mixed mode (default) 65ms 653ms| 10.0
JDK1.4 interpreted mode 448ms 11882ms| 26.5
JDK1.3 mixed mode (default) 63ms 738ms| 11.7
JDK1.3 interpreted mode 437ms 7204ms| 16.5

Table 1. Performance comparison using static method call versus the usage of dynamic
proxies on a Linux PC.

on the invocation of a method can be neglected in comparison to the time spent
in checking security rules or similar operations. Assuming that the complex op-
eration that is performed in the interception uses only 100 method calls, and one
method call is equal to 1 time unit, the factor is 110 : 101 = 1.1. Any database
lookup or operation that includes file or network access further decreases the
difference.

The gain of flexibility of dynamic proxies therefore overwhelms the compa-
rable little loss of performance by far!

3.2 Disadvantage of Dynamic Proxies in Java

A disadvantage of dynamic proxies in Java is the fact that a dynamic proxy
cannot be created for an existing (abstract) class, but only for one or more in-
terfaces. This influences the design of the Application Programming Interface
(API) of the kernel space, as all objects passed need to be defined by an in-
terface. As designing APIs with the use of interfaces only is considered good
programming style, this fact is not a major drawback, but it surely limits the
range of usable classes.

4 Execution Context

The possibility to intercept a call from the application to the kernel space is
absolutely necessary, but without the possibility to identify the principal (in-
dividual, corporation, role, or any other entity), a security check or logging is
either impossible or not very useful.

The kernel access layer has to identify the issuer that invoked the method
on a kernel object. The term we used for this piece of information is execution
context. The type of data contained in this object is not so important. In the
simplest case a unique execution id is enough. A user manager, for example, may
then map this id to a user and look up in an access control list, if this specific
user is allowed to execute the given operation.

In the following, the different possibilities for execution contexts are shown:

1. Thread based: The application thread holds the execution context. Every call
that is executed within this thread is automatically mapped to the thread’s



context. This approach seems natural and is widely used in operating sys-
tems, but still hides some serious drawbacks in Java:

Graphical User Interface (GUI) applications often execute operations in re-
sponse of an GUI-event (user interaction). In Java, the GUI-event is triggered
out of a system wide GUI-thread (awt-thread). So all operations would be
executed in the context of the GUI-thread (which has probably very limited
access rights).

A solution to this problem is to temporarily set the context of the specific
thread (in this case the AWT-thread) and remove it after execution again.
The final removal must not be forgotten, as otherwise any other event handler
may execute operations in the previous execution context.

Another problem of the thread based design is shown in the following sce-
nario: Application A calls application B. Whatever application B executes
in this method, it is done in the execution context of application A. A
workaround for this problem is doable but cumbersome: Direct calls across
application boundaries within one thread must be forbidden. Thread com-
munication must only be allowed by an intermediate object (synchronous or
asynchronous).

2. Ticket based: The application gets a ticket (which is more or less equivalent
to the execution context) from the kernel access layer. This ticket is passed
as an argument for every operation the application executes on any objects.
This mechanism is not very comfortable for programmers, but can easily be
understood and unintentional misuse (another application executes (unin-
tentionally) operations in the context) can be minimized.

This design requires the adoption of every API used to access the kernel
space.

3. Proxy based: The execution context is held by the proxy object that is used

to intercept the calls from user space to kernel space.
This mechanism is completely transparent for applications. The application’s
execution context is set into the first object the application requests from
the kernel. The proxy sets this execution context on any new objects that
are retrieved via method calls. Therefore all object proxies an application
retrieves, belong to (resp. hold) the same execution context.

The proxy based approach has many advantages compared to the others
and was therefore chosen in the Dinopolis system. It is thread-independent
(and therefore also works for GUI-events seamlessly). Nevertheless, the follow-
ing might not be neglected: The context is closely bound to any system objects
the application holds. Passing such an object (proxy) to other applications al-
ways means to pass the execution context as well (in a naive implementation).
This might happen unintentional and without the knowledge of the application
programimer.

The following technique is used to allow passing objects without passing the
execution context as well: the kernel provides the functionality to remove the
execution context (anonymize) from an object proxy. Consequently there must
be the possibility to set an execution context (identify) again. An application is
only able to identify an object proxy with its very own execution context.



5 Realisation

Section 3 outlined the dynamic proxy technology to intercept any calls that pass
the border between user space and kernel space. Figure 2 shows a kernel object
that was wrapped by the kernel access layer into a dynamic proxy and passed on
to the requesting application. As the proxy object implements the same interfaces
as the kernel object, the application works with the proxy object transparently.
So from the application’s perspective, there is no change by the introduction of

the wrapping proxy.
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Fig. 2. A kernel module is wrapped into a dynamic proxy before it is passed to the
application in the user space.

Proxy for Kernel Object

Any call to a method in the proxy is intercepted by the kernel access layer.
The proxy (resp. its invocation handler) knows its execution context that (for
keeping this example simple) contains directly the user id and provides this
information to the kernel access layer, which in turn informs all interested mod-
ules (the security checking module, account balance checking module, the logger,
etc.) that a user with the given id wants to invoke the given method. If all those
checks were answered positive, the call is finally invoked on the kernel object. If
the security manager determines that the user has insufficient rights for invoking
this method, the access is denied and the operation is prohibited.

Up to now the behavior is more or less straight forward and as expected. We
assume, that the method used returns another kernel object as a result. In this
case, the kernel access layer informs all interested modules about the result. The
security manager for example could prohibit that this special object is returned,
as the access rights of the user are not sufficient. A logger may just log the
fact that this object is passed to the application. If no module prohibits the
passing of the object to the application, the kernel access layer has to wrap this
return object again into a dynamic proxy, so the kernel access layer may not be
circumvented by the use of this object.

The wrapping into a proxy is necessary for all objects that provide access to
the kernel space. If any kernel objects would be passed without being wrapped,



the application could invoke any methods on this object without the possibility
to intercept the call by the security manager or similar modules.

The creation of the dynamic proxy is necessary to fulfill the first requirement
set up in Sec. 2. Any calls to this object may be intercepted by the kernel access
layer. For identification of the principal on a method call, it is necessary to copy
the execution context to this newly created dynamic proxy (resp. its invocation
handler).

So when the object is finally returned to the requesting application, any
method calls on it may be intercepted and the caller can be identified.

5.1 Arguments Passed to Kernel Objects

Any arguments that are passed to kernel objects’ methods have to be treated in
a special way. They can be separated into two groups:

— The argument is a wrapped kernel object (that was previously passed from
the kernel to the user space). In this case the kernel access layer has to
unwrap the kernel object from the proxy and forward this object to the
kernel.

— The argument is some other object provided by the application (e.g. a ob-
server for some kind of kernel events). This case is just as dangerous as the
other way around (but not so obvious): When the kernel invokes a method
on this object, an unchecked call bypasses the kernel access layer. Any argu-
ments that are passed in this method call cannot be checked and therefore
any kernel objects that are passed as arguments are not wrapped into a
proxy. This results in a kernel object that may be accessed from the appli-
cation without giving the kernel access layer the possibility to intercept the
call e.g. for security reasons.

The following code sniped shows a malicious object that may be passed from
an application to the kernel:

public class ApplicationObject {
public void setInformation(KernelObject kernel_obj) {
// evil code, trying to circumvent the security checks:
kernel_obj.delete();
}
}

What happens, if this object is passed as-is to the kernel module? In the
beginning, nothing that may cause any trouble. But if the kernel module
calls the method setInformation and passes a KernelObject, this object
is in control of a user space object without being wrapped into a proxy by the
kernel access layer and therefore without the possibility of being checked by
the security module. This must not happen and therefore all objects passed
to the kernel that provide potential access to other kernel objects must be
wrapped into a dynamic proxy. Only this gives the kernel access layer the
chance to wrap method arguments into proxies as well.



6 Related Work

Various papers describe the possibility to intercept a method call and to insert
additional code that allows redirection to a security module, a logger or similar
modules. [15-18]. Some change the classloader or rewrite the bytecode of existing
classes [15], alter the Java Virtual Machine [18], or use a preprocessor to create
proxy classes. But all of them intercept all method calls, none of them allows
the selective interception in exactly one well defined software layer. Intercepting
methods always and everywhere would result in interception of those methods
even inside the kernel space. This is completely unnecessary and slows down the
execution inside the kernel.

Sun’s Java Authentication and Authorization Service (JAAS) attaches the
execution context information to the current thread. The application executes a
Privileged Action object which sets the execution context for all invoked methods
called inside this action [13]. Wrapping every kernel call into such a privileged
action is too uncomfortable for the application programmers.

When speaking about distributed systems, CORBA must not be neglected.
CORBA uses a token based system. An Authorization Token (AT) is requested
from an Authorization Token Layer Acquisition Service (ATLAS) [19] and passed
on to the target system as an element in the communication protocol [20, Chap.
24]. As the Dinopolis distributed object system needs authentication and autho-
rization on local systems as well, the protocol based approach to send the token
cannot be applied in the Dinopolis system.

Sun’s Remote Method Invocation (RMI) does not implement a security model
at all (except for secure communication between client and server and for loading
remote classes). Authentication and authorization are delegated to applications
above the RMI layer (e.g. JAAS). [21]

Microsoft’s .NET framework works similar to CORBA as the authentication
token is attached to the connection. [22]

7 Conclusion

We presented the usage of dynamic proxies as the base element of the inter-
face between an application and the Dinopolis distributed object framework.
Dynamic proxies offer the flexibility to intercept calls from user space to kernel
space to perform security checks or other activities. The performance loss due to
the usage of dynamic proxies in comparison to pre-created proxy classes can be
ignored when compared to the advantages for this field of application. Further,
we compared different ways to identify the issuer of a kernel call and how proxies
may be used for this purpose as well.
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